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This document is intended to aid IT administrators and other 

stakeholders responsible for managing distributed Microsoft ®  

SharePoint ®  deployments, in planning and implementing a 

comprehensive, r eliable and efficient synchronization strategy to 

optimize co llaboration and increase productivity.  
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Executive Summary 

 

In recent years, organizations have increasingly relied on Microsoft
®
  SharePoint

®
 to 

serve as a centralized collaboration platform and repository for mission-critical 

assets. Across the business and civic landscape, SharePoint now plays a crucial role 

in managing information and connecting knowledge workers.  

SharePoint adoption within most organizations is typically cultivated at a grassroots 

level, with end-users allowed to collaborate and upload content according to their 

own professional needs and schedules. For organizations with a geographically 

distributed workforce, a decision often needs to be made between a single, 

centralized SharePoint server farm or multiple, distributed SharePoint servers and 

farms.   

With a centralized farm architecture, unfettered collaboration and usability is often 

hindered by an inability to efficiently access the platform or its current content.  

This is usually the result of insufficient wide area network (WAN) capacity and 

inadequate infrastructure management tools supporting this access. As a result, 

many organizations have distributed  users who experience unacceptable levels of 

application response times, which leads to lower adoption and reduced return on 

investment with regard to the platform itself.  With a distributed architecture, 

though user access to the platform is improved, content ɀ either some or all, 

depending on architecture ɀ is isolated within the local SharePoint environment.  

This makes collaboration and the sharing of information between users in different 

locations difficult. 

Organizations must overcome the technological and infrastructural barriers 

inhibiting effective collaboration to ensure their SharePoint platform can support 

and sustain production objectives. The most effective and efficient means of doing 

so is via an intelligent and robust SharePoint geo-replication strategy.  A successful  

strategy must provide sufficient flexibility to allow the organization to take 

advantage of the best features of both a centralized and a distributed architecture.  

This document is intended to aid IT administrators and other stakeholders 

responsible for managing distributed SharePoint deployments, in planning and 

implementing a comprehensive, reliable and efficient replication strategy to 

optimize collaboration and increase productivity. 
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The Knowledge-Driven Global Enterprise 

 

Information workers rely on information technology to collaborate and facilitate 

productivity.  These workers must be able to do so effectively and efficiently, 

whether they are interacting with co-workers in the same location or in offices 

several time zones away.  Knowledge management and collaboration platforms such 

as Microsoft SharePoint are essential tools in this regard, but they are beneficial 

only if they are deployed in a manner that empowers end-users to collaborate 

efficiently regardless of their location.  When the platform is not optimally deployed, 

knowledge workers simply find other means to accomplish their tasks. This 

circumvention of established processes and systems ɀ through reduced usage and 

decelerated adoption ɀ limit s ÁÎ ÏÒÇÁÎÉÚÁÔÉÏÎȭÓ expected return on investment for 

the platform.  In this section, we will briefly review  the challenges an organization 

faces when using SharePoint to facilitate collaboration among distributed users, 

then identify the objectives an organization must meet in order to reap the full 

benefits of SharePoint. 

 

Changing Trends in Information Access 

Electronic assets managed by an organization are commonly classified into two 

types:  Structured and unstructured data.  Structured data is stored in ordered 

tables residing in databases, with well-defined data types such as numbers, dates, or 

character strings.  By contrast, unstructured data cannot be regulated to database 

tables based on data type.  Starting in the late ρωψπȭÓ ÁÎÄ ÈÏÌÄÉÎÇ ÔÒÕÅ ÔÈÒÏÕÇÈÏÕÔ 

ÔÈÅ ρωωπȭÓ, most client/server based software solutions primarily handled 

structured data, because these worked well for many transactional applications 

such as enterprise resource planning (ERP) systems, and customer relationship 

management (CRM) systems. 

In recent years, however, the elevated importance of unstructured data such as 

documents, CAD files, emails, and discussion threads, has given rise to increased 

demand for platforms that can efficiently manage it. Among the most popular and 

powerful of these is Microsoft SharePoint, because it allows for the streamlined 

sharing and storage of unstructured data ɀ by an expansive pool of end-users ɀ in a 

manner structured data applications such as Oracle and SAP cannot.   

Because unstructured data has become so vital to organizational productivity, and 

because SharePoint is meant to serve as the tool to manage such data for all types of 

users, delivering reliable access is absolutely vital to achieving optimal productivity 

and realizing return on investment. 

Organizations today are more global than ever before.  According to recent surveys, 

up to 90% of employees work at locations other than the headquarters of their 

respective companies.  These remote workers must often conduct business 

activities with  limited bandwidth connectivity, due to geographic location (e.g. rural 

locations or developing countries) or geo-logistic constraints (e.g. aboard cruise 
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ships, submarines, or military Hum-Vees). To achieve optimal productivity, such  

ÃÏÎÓÔÒÁÉÎÔÓ ÍÕÓÔ ÎÏÔ ÉÍÐÁÉÒ ÁÎ ÅÍÐÌÏÙÅÅȭÓ ÁÂÉÌÉÔÙ ÔÏ ÃÏÌÌÁÂÏÒÁÔÅ ×ÉÔÈ ÈÉÓ ÏÒ ÈÅÒ 

coworkers, customers and partners. Regardless of where workers conduct their 

professional activities, organizations must ensure that they can access the most 

current, most active data in an efficient manner. To align this need with overall 

business objectives, organizations must provide this capacity in a cost-effective, 

resource-efficient manner.   

 

Strategies for Universal SharePoint Access 

For organizations running SharePoint, providing distributed workers with 

unfettered and efficient access to the platform can be a challenge in a number of 

ways. LÅÔȭÓ briefly examine these challenges, then identify strategies and tools 

available to overcome them. 

The Dilemma 

As SharePoint has gained popularity as a web-based content management and 

collaboration solution, expectations with regard to performance have risen. 

3ÈÁÒÅ0ÏÉÎÔȭÓ expansive feature set allows users to store files online, search for 

information, track project status, and even engage in discussion forums.  Because it 

is web-based platform, however, end users expect it to perform as do the 

commercial websites they visit ɀ with pages loaded and documents downloaded 

quickly.  And indeed, for users accessing the platform from the same network on 

which SharePoint resides, it usually does.  Though for users accessing the platform  

via remote locations, performance and response time can degrade as a result of 

bandwidth and other limitations.  The result is that these remote workers feel 

treated as Ȱsecond-class citizensȱ. 

Until recently, there has been very little that IT staff could do to remedy this 

situation in a cost-effective and resource-efficient manner. No solutions empowered 

administrators to deliver remote workers a reliable experience that did not either (1) 

make the deployment itself far more complex and difficult to manage; (2) require 

significant cost and resource outlays (in the form of expensive hardware/network 

upgrades and/or the staffing of remote locations with personnel skilled enough to 

manage and maintain the satellite infrastructure); or (3)  some combination of the 

two.    

As a result, ÒÅÍÏÔÅ ×ÏÒËÅÒÓȭ ÐÒÏÄÕÃÔÉÖÉÔÙ ÁÎÄ ÐÌÁÔÆÏÒÍ adoption rates would fall in 

direct response to the reduced usability and performance, and SharePoint ɀ as a 

participant -driven, IT-managed platform ɀ would not be leveraged to its fullest. 

In order for distributed organizations to fully leverage SharePoint and the users 

who access it, an appropriate and efficient solution to this dilemma must be found.  

4Ï ÄÏ ÔÈÉÓȟ ÌÅÔȭÓ ÆÉÒÓÔ ÉÄÅÎÔÉÆÙ the primary constraint distributed deployments face:  

Sub-optimal WAN capacity.  
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Wide Area Network (WAN) Limitations 

When deploying SharePoint over geographically-distributed locations, the real, 

physical limitations of the wide area network (WAN) directly impact the 

performance and reliability as experienced by SharePoint end-users. These network 

limitations can be classified into three categories: latency, contention, and 

congestion. 

¶ Latency refers to the time it takes for a data packet to travel from one 

designated endpoint to another.  In the case of SharePoint, this corresponds 

to the time it takes for requested content to progress from the server that 

ÈÏÓÔÓ 3ÈÁÒÅ0ÏÉÎÔ ÔÏ Á ÕÓÅÒȭÓ ÂÒÏ×ÓÅÒ ÁÔ Á ÒÅÍÏÔÅ ÌÏÃÁÔÉÏÎȢ 4ÈÅ Äistance 

between these locations directly impacts network latency. Depending on 

the distance, this can result in significant delays in reception of HTTP 

responses at the end-ÕÓÅÒÓȭ ÂÒÏ×ÓÅÒ ×ÉÎÄÏ×Óȟ ÅØÐÅÒÉÅÎÃÅÄ ÁÓ ÐÏÏÒ ÑÕÁÌÉÔÙ 

of service.  

¶ Contention  refers to the phenomena of multiple relay processes competing 

for limited resources. This occurs when data packets originating from 

different processes are competing for the same network bandwidth. 

Whether an organization has a reliable T1 line, or a low bit-rate satellite 

channel, all various types of communication and application bits ɀ 

SharePoint or not ɀ ȰÃÏÎÔÅÎÄȱ ÆÏÒ ÐÒÉority within this same channel.  To 

ensure business-critical data is transmitted with appropriate haste, 

administrators can establish rules dictating what type of traffic to let 

through and how to prioritize competing processes. However, when 

managing contention issues for remote locations, it often becomes difficult 

to establish such rules ɀ as all transmitted data is usually quite critical.  For 

example, determining whether enterprise back office applications, 

Microsoft Exchange, network file shares, or Microsoft SharePoint takes 

precedence turns into a game ÏÆ ȰÒÏÂÂÉÎÇ 0ÅÔÅÒ ÔÏ ÐÁÙ 0ÁÕÌȢȱ  When voice 

over IP (VOIP) phone systems are in use, this issue becomes even more 

critical, as phone systems require the highest level of priority to allow 

proper transmission of voice conversations and to function properly.  As a 

result, if VOIP is being used all other systems are assigned lower priority 

and must often wait behind voice-related network traffic .  When attempting 

to manage contention issues, additional complexity arises when trying to 

predict the legitimate requirements of the remote location to browse the 

internet. Administrators must weigh the contention-priority of internet 

browsing for business purposes (e.g. competitive intelligence), and 

appropriate adequate bandwidth ɀ knowing that such priority is also being 

given to recreational browsing (e.g. YouTube).    

¶ Congestion, as the term suggests, refers to the sheer volume of traffic 

attempting transmission over the channel.  At elevated congestion levels,  

prioritization can no longer address the problem of limited bandwidth, as 

various types of mission-critical data are being delayed.  This is especially 

true with platforms like SharePoint, where much of the traffic is generated 

through the interaction of file-based content during regular business hours. 
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Large file sizes and vigorous platform activity will combine to reduce end-

user experience and decelerate response times. 

These types of WAN limitations can combine to reduce performance of SharePoint 

when accessed from remote locations.  Any solution must have the ability to flexibly 

address the challenges posed by such limitations in order to optimize the 

productivity of remote workers.   

 

SharePoint Global Deployment Architectures 

With an understanding of how and why WAN limitations can prevent remote 

SharePoint users from achieving optimal productivity, ÌÅÔȭÓ ÎÏ× review the options 

administrators have in the design and architecture of SharePoint deployments 

intended for a distributed user-base.  All but the first of the topology options 

outlined below assumes bandwidth limitations of the related WAN, and offers a 

different approach to managing (or mitigating) the network traffic associated with  

delivery of SharePoint to a geographically disperse audience. 

Centralized Deployment  

Figure 1 below depicts a completely centralized SharePoint deployment, with the 

entire farm deployed and managed from one location ɀ San Jose, California.  This 

represents the simplest and most efficient deployment architecture, and assumes 

that remote users in New York, South America, Africa, and Asia, have ɀ for practical 

purposes ɀ unlimited bandwidth  with which to remote-access the central 

SharePoint server.  Because of its simplicity, this is a recommended approach when 

bandwidth or latency does not pose a barrier.  This is how Microsoft has envisioned 

SharePoint being deployed, so it is best that organizations try to adopt this approach 

before attempting others.  If adopting this architecture, performance testing should 

be done to gauge user-experience when accessing from remote locations, and 

network connections should be enhanced should the user experience degrade. 

 
 

Figure 1:  Centralized SharePoint Deployment  
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Centralized Deployment with Regional  Farms 

3ÏÍÅ ÏÒÇÁÎÉÚÁÔÉÏÎÓ ÃÈÏÏÓÅ ÔÏ ÄÅÐÌÏÙ 3ÈÁÒÅ0ÏÉÎÔ ÕÓÉÎÇ Á ȰÒÅÇÉÏÎÁÌȱ ÁÒÃÈÉÔÅÃÔÕÒÅȟ ÁÓ 

shown in Figure 2.  This is a natural extension of the centralized deployment, with 

the addition of satellite server farms deployed elsewhere.  In the scenario illustrated 

in Figure 2, the farm in San Jose, California hosts content for the intranet, enterprise 

search, and the aggregate information relevant to the entire organization.  Each 

regional farm will only host content and configurations specific to its regional 

business-activity, in order to reduce transmission requirements of such data from 

the central farm.  These regional farms may be smaller and simpler in architecture, 

depending on the business needs of the local user-base.  Remote end users must 

access either the regional farm or the central farm, depending on the information 

they need, thereby reducing network traffic requirements relative to the Centralized 

Farm topology of our first example.  

This topology is therefore recommended when regional locations maintain content 

and taxonomies largely dissimilar (relative to each other, and to the central farm) 

enough that each can work effectively and independently.  This topology, however, 

makes it more difficult for remote users to collaborate and share content efficiently  

with users of the central farm, and even more so with those of other regional farms. 

Addition ally, as more regional farms are required, thÅ ÏÒÇÁÎÉÚÁÔÉÏÎȭÓ ÉÎÆÒÁÓÔÒÕÃÔÕÒÅ 

becomes more complex, requiring additional operational, management, and 

hardware costs.  As a result, this topology is only appropriate for organizations with 

the following business attributes: 

¶ Regional users work largely independently, and require minimal capacity to 

collaborate with users outside of their region. 

¶ The relatively high financial costs of scaling the SharePoint infrastructure 

(as the organization or data grows and additional servers are needed in 

various farms) does not present an excessive financial burden to the 

organization. 

¶ Regional staff can coordinate business-processes and regional 

infrastructure maintenance with an appropriate level of diligence and 

expertise.  
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Figure 2:  Centralized SharePoint Deployment, with Regional Farms  

 

Distributed , Replicated Deployment  

The final option for delivering SharePoint access to regional locations is a 

completely distributed and replicated SharePoint architecture.  In the topology 

displayed in Figure 3, regional locations will maintain their ow n local SharePoint 

farms, but ɀ directly through this SharePoint local farm ɀ regional users can access 

both (1) content that is available to them through their local farm, and; (2) content 

replicated from the other farms throughout the deployment.  With this localized, 

synchronized architecture, WAN limitations can be overcome and regional users can 

enjoy fast, reliable access to critical enterprise-wide information via their local 

farms.   

 

Figure 3:  Distributed, Replicated SharePoint Deployment  

 

SQL Mirroring and Log Shipping ς Capabilities and Limitations 

Natively, SharePoint is designed to be deployed as a centralized server farm and 

does not offer any tools for replicating content from one SharePoint farm to another, 

or for synchronizing information and content between separate locations.   However, 

SharePoint does use SQL Server to store data and information, and this  offers some 
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limited functionality to perform SharePoint replication ɀ via SQL Mirroring and Log 

Shipping.  SQL Mirroring is a technology available in Microsoft SQL Server 2005 (and 

ÌÁÔÅÒɊ ÔÈÁÔ ÁÌÌÏ×Ó ÆÏÒ ÔÈÅ ÒÅÐÌÉÃÁÔÉÏÎ ÏÆ ÏÎÅ ÄÁÔÁÂÁÓÅ ɉÔÅÒÍÅÄ ÔÈÅ ȰÐÒÉÎÃÉÐÁÌȱ 

ÄÁÔÁÂÁÓÅɊ ÔÏ ÁÎÏÔÈÅÒ ɉÔÅÒÍÅÄ ÔÈÅ ȰÍÉÒÒÏÒȱɊȢ  ,ÏÇ ÓÈÉÐÐÉÎÇ ɀ another native 

capability of SQL Server 2005 (and later), is a process by which the transaction log 

file of a principal database is transmitted to a satellite database.  The satellite 

database then executes the SQL queries in the log file to execute changes to its 

content so it reflects those changes made in the principle database.  These tools, 

though powerful, are primarily designed to deliver high availability via a stand-by 

environment, not replication of a production environment .1  For replication 

purposes, SQL Mirroring and/or Log Shipping do not deliver appropriate 

functionality in three critical ways: 

¶ They provide no means to granularly select which content gets replicated, 

and where it gets replicated to. 

 

¶ They require robust network connectivity.  (In the case of SQL Mirroring, 

constant connectivity is required; For Log Shipping, intermittent 

connections result in a transmission cue that delays execution of changes to 

the satellite server.)  

 

¶ They do not allow for bi-directional replication or conflict resolution. 

 

This lack of functionality makes SQL Mirroring and Log Shipping an inadequate 

solution for SharePoint replication. To realize a successful replicated deployment 

strategy, administrators must leverage more potent and flexible tools.   

 

 

 

 

 

 

 

 

 

                                                           
1
 For more information regarding the use of SQL Mirroring, Log Shipping, and other tools for High Availability, please refer to:   

http://technet.microsoft.com/en -us/library/cc287861.aspx  
 

http://technet.microsoft.com/en-us/library/cc287861.aspx
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Delivering Intelligent SharePoint Replication 
 

We have analyzed how and why an organization can benefit from SharePoint 

replication.  We have identified the technical and physical barriers a successful 

replication strategy must overcome.  And we have reviewed briefly the limitations 

of the native tools available with SharePoint/SQL.  .Ï×ȟ ÌÅÔȭÓ ÉÎÔÒÏÄÕÃÅ Á ÃÏÓÔ-

effective tool with the capabilities and flexibility to achieve the intelligent 

SharePoint replication organizations demand. 

 

DocAve® ς ¢ƘŜ LƴŘǳǎǘǊȅΩǎ aƻǎǘ /ƻƳǇrehensive Infrastructure Management 

Solution for SharePoint 

DocAve is a full -spectrum infrastructure management software solution for 

Microsoft SharePoint. With a flexible, fully-distributed modular architecture 

anchored by a unified, browser-based user interface, DocAve sets the standard for 

truly scalable, enterprise-strength SharePoint management and protection.  DocAve 

offers twenty  modules, each piloted via a single interface but deployable 

independently ɀ so organizations can craft a solution array to fit their exact needs. 

 

 

 
















